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Abstract

Spacecraft instrumentation can produce vast
datasets which contain scientifically interesting
signals mixed with noise either inherent in the
measurement process or in the nature of the phe-
nomenon being studied. The scientific return from
a space mission could be enhanced if an algorithm
can be included on-board the spacecraft to deter-
mine the information content, and thus whether
the data is ‘interesting enough’ to transmit. This
work proposes a method of implementing a filter
on telemetry, based on the principle of Information
Entropy. We propose a series of ways of imple-
menting this method within a Field-Programmable
Gate Array (FPGA). Preliminary results carried
out on existing space mission acquired data (from
the ESA Cluster-II spacecraft) have shown that
this method could in some cases produce up to a
significant 80% decrease in telemetry.

1 Introduction

The ESA Cluster-II mission launched in July
2000 consists of 4 identical spacecraft, providing
a detailed three-dimensional map of the magneto-
sphere. Auto-Correlation Functions (ACF) are car-
ried out on board the spacecraft [1][2] on energetic
electrons, with their results transmitted to ground.
Because of the nature of the phenomenon and that
of the instrument, much of the data is white noise,
as wave-particle interactions are rare events. This
produces very large volumes of telemetry (≃ 1GB
per day), with the signal-to-noise ratio often being
low, unnecessarily increasing the telemetry budget
with noise. It also makes the subsequent task of
finding interesting scientific data very taxing, as it
requires ground based data sifting. Preliminary re-
sults have shown that most of this uninteresting

telemetry could have been avoided, if a filter had
been implemented on-board to ascertain the infor-
mation content of the dataset at source. This work
proposes such a filter.

2 Background

Shannon [3] defined the Entropy H(p) of a discrete,
zero-th order Markov random variate X to be given
by:

Hn(p1, p2 . . . , pn) = −

n
∑

i=1

pi log pi (1)

where p(Xi) = pi is the probability of the possible
values of X, and where the logarithm with a base of
‘2’ defines bits. Practically, entropy in information
theory defines the ‘information content’ available
in any dataset. The equation is a means of defining
the minimum number of bits needed to express
a string of symbols/data-words, based on the
probability of occurrence of the symbols.

Shannon entropy provides a lower bound for the
compression that can be achieved if lossless com-
munication is required. Hence, logically, a com-
pletely random sequence, i.e. white noise, would
have the highest entropy, and would thus require
the largest number of bits to encode. Entropy as
a measure of information content has been indi-
rectly used as the basis of many data compression
techniques, most notably Huffman coding [4], the
NASA Low-Entropy real time encoding method [5],
and directly by the MPEG-4 standard [6][7]. It has
further been applied to such diverse fields as neural
networks [8] and speech-detection [9].
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3 Entropy As a Filter

This work suggests a way of employing the entropy
of a dataset as a cut-off filter of data transmis-
sion. The concept here is that an accurate cal-
culation of the entropy inherent within a dataset
can be utilised to determine whether it contains
‘enough information’ to make it scientifically inter-
esting. The novelty of this approach lies in the
fact that entropy is not ultimately used to encode
the data, but rather that the information content
defines whether the data is to be processed fur-
ther, flagged as useful/useless, or even discarded.
In a system with a tight Telecommunications bud-
get, or if data-mining techniques are to be used on
the receiver side, having this knowledge in advance
can prove to be of critical importance. Further-
more, since this measure of ‘content’ is generic and
can be applied to any stream of information, the
method described here can be applied in any kind
of instrumentation, with applications benefiting the
most being the ones where large amounts of noise
are interspersed with limited useful data.

4 Proposed Algorithm

The filtering algorithm presented in this work is
simple in its nature. Firstly, the entropy of a
dataset is calculated. It is then compared against a
pre-defined threshold to determine its scientific im-
portance. This threshold is the measure that states
whether the data is worth to be processed further,
or, say, added to the telemetry. It sets a value
over which the calculated entropy suggests a ran-
dom (noise-like, and hence unimportant) dataset,
and below which the dataset is more structured,
and hence of significance, as shown in Figure 1.
The threshold has been set to 4.14 bits, an unreal-
istic quantity that is, nevertheless, shown here for
the sake of demonstration, as it eliminates approx-
imately 10% of measurements.

The algorithm was to be applied to datasets
consisting of results of ACF functions, summed
over a particular period, as recorded by Cluster-
II. As such, if the ACF results were inputed di-
rectly into eq.1, we would be calculating the en-
tropy of the ACF results themselves, not of the
original datasets, as required. However, as pointed
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Figure 1: Example of entropy filtering via threshold
setting.

out in [10], the entropy of a Gaussian band-limited
time series with power spectrum P (f) is propor-
tional to

H =

∫ W

0

log P (f)df (2)

This equation calculates a higher order Markov pro-
cess entropy of a dataset, as opposed to the zero-
th order one defined by eq.1. It was much more
suitable to be applied to our data, since the power
spectra of the datasets can easily be extracted from
their ACFs. One can follow two avenues by which
to calculate the power spectrum, and ultimately the
entropy, as stated again in [10]:

A. Fast Fourier Transform:

i)Use a Fast Fourier Transform (FFT) to find the
Power Spectrum of the sum of ACF’s.
ii) Obtain the base-2-logarithm of each component.
iii) Sum the results.
iv) Average over the number of ACF lags used.

B. Toeplitz Matrix Determinant:

i) Create a symmetric NxN Toeplitz matrix from
the ACF lag results, of the form

N.Huber 2 132/MAPLD2005



Tij =















t0 t1 t2 . . . tn−1

t1 t0 t1 . . . tn−2

t2 t1 t0 . . . tn−3

...
...

...
. . .

...
tn−1 tn−2 tn−3 . . . t0















(3)

where n is the ACF lag number, and tn is the
corresponding lag result.
ii) Find the Determinant of this matrix.
iii) Obtain the base-2-logarithm of this value.
iv) Average over the number of ACF lags used.

The last step in both algorithms (iv) will provide
the average number of bits needed to represent the
entropy of each ACF lag. If it is omitted, then the
total number of bits needed for all lags is calculated.

Both the above methods will produce the entropy
of the original time-series in bits, with their results
being ideally identical. To implement the filtering,
it is required that this entropy is compared against
a pre-defined threshold. The value of the thresh-
old should be set at a number of bits below the
entropy of Gaussian noise (equal to the maximum
entropy for the particular system), to the desired
accuracy. Hence, this threshold is application spe-
cific, and should be pre-calculated to correspond to
the expected result of the scientific experiment in
question.

5 Preliminary Results

Our preliminary research involved the implementa-
tion of the above algorithms on batches of Cluster
telemetry, carried out on a desktop PC running a
mathematical package. Our goal was to establish
whether any savings of telemetry would have been
achieved, if filtering with entropy had been applied
on board Cluster. Hence, all our results are based
on the particularities of the data received by Clus-
ter. The entropy of each summed ACF received
was calculated using either of the two algorithms.
A sample of the results obtained is shown in Figure
2.

As is evident in Figure 2(a), the bandwidth allo-
cated to the instrument was not fully utilised. Dur-

ing the orbit depicted, the maximum bandwidth
required was about 80bits, less than 50% of the
total of 210bits available. This result already sug-
gested that a variable compression rate could have
been used on board Cluster, as described by many
entropy-based compression techniques, or that the
overall telemetry bandwidth the instrument occu-
pies could have been reduced. It can be noted in
the same figure that the absolute entropy appears
data-count dependent, with entropy values fluctu-
ating considerably over a range of tens of bits. As
such, it was originally impossible to develop a clear
picture of the usefulness of each ACF directly from
its entropy, because a set threshold would not ac-
commodate such large fluctuations.

A way round this problem was to calculate the
relative entropy, effectively the difference between
the entropy of each ACF and the theoretical max-
imum entropy as defined by the data-count associ-
ated with that ACF. The original data-counts, how-
ever, were unavailable, since only summed ACFs
are transmitted to ground by Cluster. Instead, the-
oretical data-counts had to be extracted from the
ACFs by removing the mean of the ACF non-zero
lags from the ACF zero lag [11]. The max. en-
tropy was then calculated using the Toeplitz ma-
trix method. The results of this relative entropy
can be seen in Figure 2(b).

It was found that the portions of telemetry
that were scientifically important coincided with
those having the lowest entropy measure. Specif-
ically, interesting data was expected during the
passing of the spacecraft through the Magne-
tosheath, where wave-particle interactions are ob-
served mainly through turbulence. This proved to
be the case, as the relative entropy of the datasets
acquired during these periods was substantially
lower than the assumed max. ones. In fact, if the
threshold had been set to just 1bit below the max.
entropy, nearly 80% of telemetry need not have
been transmitted. It was hence concluded that,
if this filter had been employed on-board, signifi-
cant savings in telemetry would have been achieved,
with obvious benefits.
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Figure 2: a)Absolute and b)Relative Entropy of data accumulated during an orbit of Cluster S/C2.

6 Considerations of Hardware

Implementation

Both previously described algorithms are very
mathematically intensive and are known to be bet-
ter suited to a parallel computer [12][13][14]. More-
over, even though they do share a number of steps
that are defined by the original entropy equation,
they are two very distinct and separate algorithms.
Due to the above considerations, the highly parallel
nature of FPGA’s makes them the ideal platform
for implementing the above algorithms. Further-
more, when the target application is taken under
consideration, i.e. Space Instrumentation, reconfig-
urability is a means of changing implementations of
these algorithms on-the-fly to potentially improve
dependability [15]. It can also provide a method of
changing the entropy threshold against which the
results are tested, by just monitoring some value
independently, e.g. the telemetry through-put over
a period of time.

The two algorithms presented were compared
with each other to evaluate which one is most suit-

able for implementation, with the target device be-
ing the Xilinx 4VSX35. Their advantages and dis-
advantages are listed below.

6.1 Features of Toeplitz Matrix im-

plementation

1. The finding of the matrix determinant will
be carried out through LU decomposition, a
process known for its mathematical intensity.
Even though this process can be parallelised
[12][13] for each element of the decomposition
separately, it can require a minimum of 1

6
N3

[16] operations to complete, where N is the
number of rows or columns. For this reason
this implementation also does not scale well.

2. Some of the assumptions for the MEM to hold
do not apply to the data as received by Cluster.
Specifically, the MEM states that the Toeplitz
matrix should be semi-positive definite. How-
ever, the ACFs from Cluster may fail to cre-
ate such a matrix, due to the finite sample set
used. Such frequently observed discrepancies
as non-singular determinants, negative deter-
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minants, and determinants equal to zero do
not correspond to any sensible entropy mea-
sure.

3. Determinants through LU decomposition tend
to be fractional. Accurate logarithms of frac-
tional numbers are very hard to obtain, or not
accurate, as discussed below.

6.2 Features of FFT implementation

1. FFT’s have been implemented extensively in
FPGA’s. They are a well known technique,
used in a wide range of applications.

2. They are usually fast algorithms, especially for
a small number of points. They do, however,
scale well for large datasets.

3. Parameterisable, off-the-shelf Intellectual
Property (IP) Cores are readily available for
most FPGA vendors. Recently, a commercial
library of optimised FFT’s has been created
[17].

4. The main concern of the FFT implementation
is that when applied to Cluster data, some
FFT points may prove to be negative. As this
result should reflect the power spectrum of the
ACF, negative results should not occur. Again
this discrepancy is directly linked to the par-
ticular ACF algorithm on-board Cluster. This
phenomenon is rather rare, with an average of
only 1.2% of FFT’s exhibiting such behaviour.
Moreover, single FFT points that are negative
can be discarded, and only the positive ones
need be used in the following steps to calcu-
late entropy.

5. Further concerns arise, as in the Toeplitz ma-
trix method, because of FFT points being frac-
tional, hence affecting the accuracy of the log-
arithm calculation further on.

6.3 Further Considerations

A problem faced in this work was the implemen-
tation of fast, accurate and resource efficient algo-
rithms for the estimation of the log2, to turn the
entropy values into bits. Most existing algorithms
are based either on Look-Up-Tables (LUTs), or on

recursive methods. The former are resource ineffi-
cient, since large LUTs are required for large inte-
ger ranges or to store highly accurate values (i.e. a
210 deep LUT with a single point precision would
require 32Kbits of RAM), while the latter are time
consuming. Fast and resource efficient algorithms
are generally very inaccurate, e.g. discarding all
fractional bits of the log2 result. Furthermore, most
algorithms investigated can only process integers as
inputs to produce a decimal result.

As such, a novel piecewise algorithm for the esti-
mation of log2 of integers was developed and used,
as defined in [18]. This is a linear approximation
technique, exhibiting high resource efficiency, very
easy scalability, and can reach high speeds. To as-
certain, however, the error introduced by our novel
log2 estimator into this design, a further design was
implemented featuring a straightforward LUT im-
plementation of the log2 function, with the same
data fed into both designs, as discussed in section
7.1.

A trade-off, however, between the accuracy of
the FFT results and the log2 estimator had to be
made, since only integers are accommodated by the
estimator. In the end, a rounding technique to the
closest integer for the outputs of the FFT function
was decided to be used, mainly because the vari-
ation from the true value caused by the rounding
will only cause a minimal variation in the respective
log2 value.

7 Implementation in an

FPGA

The implementation carried out in our FPGA of
choice was based on the block diagram shown in
Figure 3.

The FFT Core used was an off-the-shelf, con-
ventional pipelined implementation of the algo-
rithm, with single point precision internally, but
with rounding to the closest integer at its output.
The ACFs received from Cluster consisted of 32
data points (lags) of 8-bits, after scaling. Hence,
only a 32-point FFT was required. This was ex-
tended to 64 data points to show the ability of the
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Figure 3: Block diagram of FFT entropy filtering
in an FPGA.

algorithm to scale well.

Two modules were tested for the log2 estimator.
To ascertain the error introduced by our novel log2

estimator into this design, a further design was im-
plemented featuring a straightforward LUT imple-
mentation of the log2 function, with the same data
fed into both designs. This is discussed in section
7.1. An accumulator module carries out the re-
quired summation, to produce the entropy result of
the specific input dataset. The control logic needed
was minimal, incorporating mostly a Finite-State-
Machine (FSM). Finally, a very simple comparator
would determine whether the dataset was of signif-
icance using as a criterion a predefined threshold.

7.1 Implementation Results

7.1.1 Using log2 Estimator

When the 32-point implementation was tested, only
7% of the logic slices of the device were used. Fur-
thermore, two 16Kbit blocks of RAM were required
by the FFT to store intermediate transform results.
Finally, the clock speed achieved by this design was
of the order of 220MHz. When extended to 64 data
points, 9% of the fabric of the FPGA was utilised,
again two 16Kbit blocks were required, and the
max. clock speed decreased to 210MHz.

The average error of this hardware implementa-
tion compared to one carried out in MATLAB was
found to be about 3%. A portion of this error is in-
evitably caused by the rounding of the FFT results.

Further errors are introduced by the log2 estimator,
which is very accurate (< 1% error) for high num-
bers. Cluster data, however, is generally of small
value, hence the added inaccuracies. The overall
error is always negative, due to the fact that the
log2 estimator always undervalues the true value of
the logarithm, as shown in Figure 4.
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Figure 4: Difference between log2 estimator (con-
tinuous)and true log2 value

Regardless of the above, the overall accuracy of
the system is high enough to allow clear data selec-
tion via thresholding. The negative biasing of the
log2 estimator ensures undervalued entropy calcu-
lations that will also apply to the definition of the
threshold, hence minimising the possibility of erro-
neous threshold crossings.

7.1.2 Using a LUT

The same bit widths were maintained for the LUT
implementation (14 bit mantissa) to provide a fair
comparison with the method mentioned above.
When using Block RAM (BRAM) to implement
the LUT, the speed of the system dropped to just
131MHz for 32 data-points. This is because of de-
lays caused by the internal routing of the device
to the RAM blocks which are placed in particular
areas around the chip. The fabric usage for this
implementation was again just 7%. Three 16Kbit
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Points log2 Algorithm Logic Slice Usage (%) BRAM usage (blocks) Speed Achieved (MHz)

32-point estimator 7 2 220
64-point estimator 9 2 210
32-point LUT, BRAM 7 3 131
32-point LUT, distributed 11 2 143

Table 1: Summary of implementation results in Xilinx 4VSX35.

RAM blocks were needed, however, to accomodate
the LUT. When this design was implemented with
distributed RAM, the max. speed increased to
143MHz. The area usage also increased to 11%,
with BRAM blocks used again dropping to two,
hence exhibiting an expected trade-off between area
usage and BRAM usage. Table 1 summarises the
above results.

The accuracy of the LUT implementation for the
overall system did not improve. Due to the round-
ing of the FFT and some necessary rounding in
the LUT the percentage error was on average the
same (about 3%), with the only difference being
that the error could now be positive, since there
was no constant undervaluing caused by the log2

estimator. Hence, no significant advantages were
noted with this implementation over the one of sec-
tion 7.1.1 above, and hence this implementation
was dismissed.

A common feature of all implementations at-
tempted was the fact that only 4*N clock cycles
were needed in total to carry out the entropy calcu-
lation, where N is the number of points used. This
period accommodated the loading, processing and
unloading of the FFT, and all further calculations,
and was not implementation dependent.

8 Future Work

Currently, work is carried out on implementing
such entropy filtering on board a novel instrument,
the CORrelating Electron Spectrograph (CORES),
to be attached to the International Space Station
(ISS) to monitor low-orbit space weather. The Uni-
versity of Sussex is responsible for the conception,
design and construction of this instrument, and we
are investigating ways of employing entropy filter-
ing on the direction of incoming particles. This

measurement will allow the enabling of various sen-
sory sectors of the device depending on the entropy
of past inputs, hence saving unnecessary processing
and ultimately telemetry.

To this end, we are investigating ways of gen-
eralising accurate entropy calculations to be di-
rectly linked to the datasets and independent of
ACFs. Further optimised log2 estimation tech-
niques, as well as threshold setting methods, are
being analised. Finally, our future goal is to create
entropy algorithms for multi-channel applications,
where the mutual entropy of various separate pa-
rameters is calculated in parallel, to ascertain their
combinational information content.

9 Conclusion

We have developed and implemented a method that
can accurately select scientifically interesting data
from noise. It has been shown that this algorithm
can easily be implemented into a design that in-
cludes even a small FPGA because of its small foot-
print. This has led us to believe that it can be
used in a standalone device or readily incorporated
into a pre-existing FPGA design. It can, hence,
easily be comprised in space instrumentation for
real-time data selection. Our research has shown
that at least a specific portion of the telemetry re-
ceived from an ongoing space mission, Cluster-II,
could have been reduced by up to 80%. The suc-
cess of this research has led us to aim to incorporate
its findings in a near-future space instrumentation
mission, CORES.
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